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Abstract

This paper presents an online planner for suboptimal obstacle avoid-
ance. It generates near-shortest paths incrementally by avoiding
obstacles optimally one at a time. In known environments, obstacles
are avoided in an order determined by a global criterion. In un-
known environments, obstacles are avoided as they are detected by
on-board sensors. This avoidance strategy is guaranteed to reach the
goal regardless of the order in which the obstacles are avoided. The
method is demonstrated in several examples for an omnidirectional
point robot moving among planar polygonal obstacles.

KEY WORDS—motion planning, obstacle avoidance

1. Introduction

This paper presents an online planner for known and unknown
environments. We consider anonlineplanner any planner that
generates the path incrementally, in contrast tooff-line plan-
ners, which compute the entire path before the robot makes
its first move. Online, is thus associated withincremental,
rather than withlocal sensors.

Current approaches to online obstacle avoidance for known
environments include potential field methods (Connoly et al.
1991; Khatib 1986; Khosla and Volpe 1988; Kim and Khosla
1991; Koditschek and Rimon 1990; Rimon and Koditschek
1992; Volpe and Khosla 1987), and for unknown environ-
ments, a number of sensor-based planners (Lumelsky and
Stepanov 1987), and online adaptations of classical off-line
methods (Choset and Burdick 1995; Stentz 1994; Kamon,
Rimon, and Rivlin 1998).

The potential field approach, first proposed in Khatib
(1986), generates paths by following the negative gradient of
a potential function, which consists of an attractive potential
at the goal and repulsive potentials at the obstacles. While this
approach is computationally efficient and is suitable for on-
line feedback control, it suffers from local minima, which may
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cause the path to terminate at a point other than the goal. This
problem was overcome using harmonic potentials (Connoly
et al. 1991) and navigation functions (Rimon and Koditschek
1992). Harmonic potentials attain their extremal values on
the boundary of their domain (Churchill, Brown, and Verhey
1974). Since the superposition of harmonic potentials is also
harmonic, obstacles represented by harmonic potentials do
not induce local minima. The navigation function consists
of asymptotically decaying functions that are tuned to avoid
local minima. Both functions are computationally too expen-
sive for online planning, particularly in environments with a
large number of obstacles, and none attempts to generate the
shortest path.

A similar approach was used to compute shortest paths by
following the negative gradient of the distance function (the
shortest distance to the goal) (Jarvis 1985; Barraquand, Lan-
glois, and Latombe 1992). The computation of the distance
function requires solving the shortest path problem (or some
approximation of it) at each point, which is computationally
expensive for all but a small number of obstacles.

Sensor-based planners assume unknown environments,
which are uncovered locally using on-board sensors (Lumel-
sky and Stepanov 1987). The traditional assumption of local
sensors led to the development of “bug” algorithms that avoid
obstacles by following their boundaries at close range. Nat-
urally, such planners are concerned with global convergence
and not much with path optimality.

Online adaptations of classical off-line planners include
local roadmaps (Choset and Burdick 1995), incremental cell-
decomposition (Stentz 1994), and the “tangent bug” algorithm
(Kamon, Rimon, and Rivlin 1998). Since the objectives of
these planners differ from each other (the roadmap attempts
to maximize distance to obstacles, whereas the tangent-bug
attempts to find the shortest path), they are difficult to com-
pare.

This paper presents a different approach to online obsta-
cle avoidance, which is applicable to known and unknown
environments and is extendable to arbitrary cost functions.
Note that we do not associateonlinewith unknownenviron-
ments, nor withsensor-basedplanning, since even in fully
known environments, it may be necessary to plan motions on
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the fly (online) due to the high computational complexity of
the off-line solution, or due to changes in the environment.
Associatingonlinewith incremental, rather than withsensor-
based, seems more general and applicable to a wider range of
applications.

This approach was motivated by optimal control theory,
which states that the global optimal solution to any dynamic
optimization follows the negative gradient of the so-called
return function. Thereturn function is thecost-to-goto the
goal from any feasible state and is a solution of the Hamilton-
Jacobi-Bellman (HJB) equation (Cesari 1983). The compu-
tation of the return function for optimally avoiding a single
obstacle, using any cost function, is relatively simple, but
the optimal avoidance of multiple obstacles is another matter.
One measure of this computational difficulty is the number of
potential local minima, which grows exponentially with the
number of obstacles (2n for planar obstacles). Even simple
problems, such as the shortest path problem, are at best poly-
nomial in the number of obstacles (Liu and Arimoto 1992),
which is computationally quite extensive when considering a
large number of obstacles.

To overcome this inherent difficulty, we propose to approx-
imate the solution or, equivalently, to approximate the return
function, of the multiobstacle problem by avoiding obstacles
optimally one at a time. This was motivated by the obser-
vation that the effect of an obstacle on the return function is
local, i.e., the difference between the shortest path that avoids
the obstacle (the constrained solution) and the straight line to
the goal (the unconstrained solution) diminishes with the dis-
tance of the initial point from the obstacle (Sundar and Shiller
1997). Therefore, a given obstacle can be practically ignored
at points not in its immediate vicinity. Avoiding obstacles
one at a time thus approximates the original continuous re-
turn function by a piecewise continuous function that switches
between the return functions of the individual obstacles. The
closer the approximation to the true return function, the closer
the path to the global optimal.

This avoidance strategy reduces the original problem of
optimally avoidingm obstacles tom simpler problems of op-
timally avoiding one obstacle each. On average, this translates
to a decrease in computational complexity from polynomial,
for the shortest path problem, tolinear in the number of ob-
stacles. This efficiency makes this approach an attractive al-
ternative to off-line planning. The freedom to avoid obstacles
in the order of their detection makes it applicable to sensor-
based planning, since obstacles can be avoided as they are
detected by the on-board proximity sensors. The proposed
planner has global convergence properties regardless of the
order in which the obstacles are avoided, and of the sensor
range.

This approach resembles some properties of existing on-
line planners. For example, following the gradient of the
return function is similar to potential field methods (Con-
noly et al. 1991; Khatib 1986; Kim and Khosla 1991; Rimon

and Koditschek 1992), except that the return function yields
theoptimalpath (following an approximated return function
produces obviously a suboptimal path). It is also similar to
following the gradient of a distance function (Jarvis 1985;
Barraquand, Langlois, and Latombe 1992), except that we
limit the distance function to one obstacle, which is compu-
tationally cheaper. And the concept of avoiding one obstacle
at a time is inherent to sensor-based planning (Lumelsky and
Stepanov 1987; Kamon, Rimon, and Rivlin 1998), except that
our paths are generally shorter.

We have previously used this approach to avoid circular
obstacles, minimizing distance (Sundar and Shiller 1997) and
motion time (Sundar and Shiller 1995). In this paper, we focus
on minimizing distance inR2, assuming an omnidirectional
point robot and arbitrary planar obstacles, satisfying the fol-
lowing assumptions:

ASSUMPTION1. The free-space is connected.

ASSUMPTION2. The boundary of each obstacle is a piece-
wise smooth closed curve.

ASSUMPTION3. The obstacles are nonintersecting and not
overlapping with the goal. Any set of overlapping obstacles
is represented by a single obstacle.

ASSUMPTION4. The number of obstacles is finite.

We distinguish between obstacles that do not encircle the
goals and those that do. Initially, we make the following
assumption:

ASSUMPTION5. The goal lies out of the convex hull of the
union of all obstacles.

Satisfying Assumption 5 ensures no loops, as is later
proven in Section 3.

The paper is organized as follows. Section 2 presents the
optimal avoidance of a single known obstacle. We refer the
reader to Sundar and Shiller (1997) for a detailed discussion
of the HJB equation, and the motivation for avoiding obstacles
one at a time. Section 3 addresses the avoidance of multiple
obstacles in known environments, subject to Assumption 5.
This assumption is relaxed in Section 4. Section 5 addresses
computational efficiency as compared to off-line planning.
Section 6 extends this approach to unknown environments.
Examples that demonstrate the method for 18 polygonal ob-
stacles are presented in Section 7.

2. Optimal Avoidance of One Obstacle

We first address the optimal avoidance of one known planar
obstacle, under Assumptions 1-5. Consider for simplicity
the convex obstacle, denotedOB in Figure 1. This obstacle
affects the shortest path only from points in a subset of the free
space, we call the obstacleshadow, shown gray in Figure 1.
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Fig. 1. Optimal avoidance of one obstacle.

It coincides with the shadow created byOB and a point light
source ato.

To formalize the avoidance of a single obstacle, we first de-
fine the obstacle shadow, and then define theexitpoint (point
b in Figure 1).

2.1. The Obstacle Shadow

To define the obstacle shadow, we use elementary topology
and Join1 Geometries (Prenowitz and Jantosciak 1979). A
few definitions are in order.

DEFINITION 1. (Prenowitz and Jantosciak 1979).a/b de-
notes aray, consisting of the half line, originating ata oppo-
site to pointb.

DEFINITION 2. A/b denotes the union of all rays generated
by the setA and elementb:

A/b = ∪(a/b), a ∈ A. (1)

If b is a point, thenA/b is a cone (see Figure 2).

The obstacle shadow is generated by sweeping a ray along
∂OB, the boundary ofOB, as shown in Figure 3, then sub-
tractingOB from the swept cone. This leads to the following
definition:

DEFINITION 3. Theshadowof obstacleOB with respect to
goalo, denotedSOB/o, is defined as

SOB/o = ∂OB/o− OB, (2)

1. A join operation between two elementsa, b ∈ J assigns to each ordered
pair (a, b) a uniquely determined subset ofJ . In Euclidean geometry, the
join operation between two points(a, b) is the open segment with end points
a andb.

Fig. 2. A cone generated by a ray fromb.

where∂OBdenotes the boundary ofOB.
If OB is convex, thenSOB/o consists of one connected set.

Otherwise,SOB/o may consist of multiple disconnected sub-
sets, as shown in Figure 4. Note that each subset is bounded
by at least one ray of the cone∂OB/o that is locally tangent
to ∂OB. We call aprimaryshadow the subset ofSOB/o that is
bounded by the twoextremerays of∂OB/o. The other subsets
of SOB/o aresecondaryshadows and are bounded each by one
tangent ray that is interior to∂OB/o. A formal definition of
a primary shadow is given later (Definition 9) after defining
exitpoints.

2.2. The Exit Point

The tangency points between the extreme rays of each shadow
and the obstacle boundary areexit points, since any shortest
path originating in the shadow must pass through one of the
exit points, from which it follows the straight line to the goal
o, as is later stated in Proposition 1. A primary shadow has
two exit points (a andb in Figure 4), whereas a secondary
shadow has only one (pointsc, d, ande).

To formally define an exit point, we need the following
definitions:

DEFINITION 4. (Prenowitz and Jantosciak 1979).p is an
extreme point ofA if p is never contained in the join of two
distinct points ofA.
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Fig. 3. Generating the obstacle shadow.

Fig. 4. Theshadowsof a concave obstacle.

DEFINITION 5. (Prenowitz and Jantosciak 1979).R is an
extremeray of coneK if for x, y ⊂ K,

R ≈ (x, y) implies R ⊃ x, y. (3)

The notationA ≈ B means thatA intersectsB, or A andB

have a common element.

DEFINITION 6. p ∈ ∂OB is anexit point of shadowSi ⊂
SOB/o if p ∈ R, R is an extreme ray ofSi , (p, o) ∩ OB = ∅,
and(p, o) < (x, o), x ∈ R ∩ ∂OB.

We observe that the exit points of the primary shadow sub-
divide ∂OB into two subsets. We call oneupperboundary,
denoted∂U , and the otherlower boundary, denoted∂L. To

define theupperandlowerboundaries, we recall the definition
of a limit point (Armstrong 1983):

DEFINITION 7. p is a limit point ofA if every neighborhood
of p contains at least one point ofA − p. Such point may or
may not be inA.

DEFINITION 8. Letp, q ∈ ∂OB be the two exit points gen-
erated by the extreme rays (Definition 5) ofOB/o. Then, the
upper boundary,∂U ⊂ ∂OB, is the join(p, q) ∈ ∂OB, of
whicheverypoint is a limit point ofSOB/o. The lower bound-
ary,∂L ⊂ ∂OB, is the complement of∂U :

∂L = ∂OB− ∂U. (4)

Note that∂L must include points that are not limit points
of SOB/o, for, otherwise, no point on the obstacle boundary
would be visible fromo, a contradiction of Assumptions 2
and 3.

DEFINITION 9. A primary shadow is a connected subset of
SOB/o, of which every point of∂U is a limit point.

2.3. The Avoidance Strategy

Using the definition of the obstacle shadow and the properties
of the exit points, we can state the following proposition:

PROPOSITION1. The shortest path from any shadow must
exit the shadow through one of its exit points, from which it
follows the straight line to the goal without entering any of
the other shadows.

Proof. This follows from Definition 6 and from the observa-
tion that entering any shadow after exiting one shadow would
deviate from the straight line to the goal, which by Definition
6 is obstacle-free. �

Proposition 1 is demonstrated in Figure 5, where the short-
est path from some pointx0 in the primary shadow follows
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Fig. 5. The shortest path.

the boundary of the convex hull ofOBuntil reaching the exit
point of the primary shadow (pointc), from which it follows
the straight line to the goalo without entering another shadow.

The avoidance of a single obstacle is summarized in the
following algorithm, under Assumptions 1-5 and the assump-
tion that the geometry of the obstacle is known (unknown
environments are treated later in Section 6):

Algorithm 0: Optimal avoidance of a single obstacle
Initialize: Set current pointx = x0.
Step 1: If the line (x, o) does not intersectOB, go to
Step 3.
Step 2: Compute the shortest path too.
If none, stop, and declare “Target unreachable.”
Follow the shortest path until clearingOB (reaching the
exit pointq).
Setx = q.
Step 3: Move along(x, o) to o. STOP.�
The calculation of the optimal path can be done using a

tangent graph or any other efficient optimization. The choice
of the exit point, when two exist, is determined by the shortest
path. No solution may be found in Step 2, declaring the target
“unreachable,” if the free-space is not connected (violating
Assumption 1) or the goal is inside the obstacle (violating
Assumption 3).

3. Near-Optimal Avoidance of Multiple
Obstacles

Multiple obstacles can be avoided optimally online (in known
environments) by solving the shortest path problem at the
initial point, and re-solving it whenever obstacles appear or

disappear. This can be efficiently done using tangent graphs
(Latombe 1991; Liu and Arimoto 1992), except that the tan-
gent graph grows polynomially with the number of obstacles
(Liu and Arimoto 1992). We circumvent this problem by
avoiding obstaclesoptimally one at a time. In this section,
the avoidance strategy is subject to Assumptions 1-5, and as-
suming known environments.

By considering only those obstacles whose shadows con-
tain the current point, and among those selecting only one
to avoid at one time, we effectively reduce the problem of
avoidingm obstacles tom simpler subproblems of avoiding
one obstacle each. This may compromise path optimality,
at the gain of drastically reducing the average computational
complexity to belinear in the number of obstacles. It is prac-
tical to assume that the optimal avoidance of asingleobstacle
is computationally negligible and can be done in real time.

The order in which the obstacles are avoided may affect
computational efficiency and path optimality. It does not,
however, affect convergence to the goal for the shortest path
problem,2 as discussed later.

We considered two criteria for selecting thecurrentobsta-
cle (the one to be avoided), one global and one local: (1) the
maximumcost obstacle, i.e., the obstacle thatmaximizesthe
value of the return function (requires the longest shortest path)
from the current point,x, and (2) thenearestobstacle. The
former is a global criterion applicable to any cost function and
useful in known environments. The latter is a local criterion
and useful in unknown or partially known environments.

In the case of convex obstacles, we observed that the paths
generated using both criteria were close to optimal, whereas
for concave obstacles, using the nearest obstacles resulted in
significantly longer paths, as demonstrated later in this paper.

3.1. The Basic Algorithm

We begin with the simplestbasicalgorithm, which is later
used as a building block for more general cases. It applies to
general known planar obstacles, under Assumptions 1-5, and
the following assumption, which makes this a basic algorithm:

ASSUMPTION 6. The path generated between two subse-
quent obstacles is not blocked by another obstacle.

In the following algorithm, we denoteo the goal point, and
qi the exit point used while avoidingOBi .

Algorithm 1: TheBasicAlgorithm
Initialize: x = x0.
Step 1: Select thecurrentobstacle,OBm, that intersects
the shortest path fromx to o.

2. In this paper, we prove that selecting the obstacles in any order guarantees
global convergence as long as each selected obstacle is avoided to its exit
point. The exit point, as defined earlier, is characteristic of the shortest
path problem and may not apply to other cost functions. To achieve global
convergence for general cost functions, the obstacles must be selected by a
global criterion (Sundar and Shiller 1995).
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If none (m = 0), go to Step 3.
Step 2: Compute the shortest path too.
If none, Stop, and declare “Target unreachable.”
Follow the shortest path until clearingOBm (reaching the
exit pointqm). Setx = qm,
Go to step 1.
Step 3: Move along(x, o) to o. STOP.�
This algorithm is demonstrated for the case shown in Fig-

ure 6. Here,OB1 is selected as the current obstacle at the
initial point. The path is, therefore, generated by avoiding
OB1 until reaching the exit pointa, which is in the shadows
of bothOB2 andOB3. Froma, OB2 is selected as the current
obstacle and is avoided until reaching the exit pointc. From
c, the shortest path is the straight line to the goal.

In the context of optimal control, the path generated by
the basic algorithm switches (always at the exit points) from
the return function ofOB1 to the return function ofOB2, and
finally to the unconstrained return function. Consequently,
the path follows the negative gradient of what we call the
pseudoreturn function (Sundar and Shiller 1997), which is
an approximation of the true return function for this problem.
Although we cannot quantify this approximation, since it de-
pends on the specific shapes and locations of the obstacles,
the paths generated using the maximum cost criterion were
very close to the global optimal paths for convex (Sundar and
Shiller 1997) as well as for concave obstacles (see examples
in this paper), suggesting a close approximation of the true
return function.

Fig. 6. Avoidance of multiple obstacles using thebasic
algorithm.

3.2. Convergence of Algorithm 1

We now prove convergence of Algorithm 1 by proving that it
cannot enter an infinite loop, which is the only condition that
would preclude it from reaching the goal (under Assumptions
1-6).

We first prove convergence for one and then for two
obstacles.

LEMMA 1. LetOB be an obstacle not overlapping with the
goal o, S ⊂ SOB/o be a connected shadow (primary or sec-
ondary), andq ∈ ∂OB be an exit point (right or left) of this
shadow. The shortest path from any pointx ∈ S to o 6= x

that avoidsOBcannot re-enterS after passing through the exit
pointq.

Proof. Suppose the path fromx to o does re-enterS after
passing through the exit pointq. By Proposition 1, it must
then pass throughq again. But passing throughq twice creates
a loop that is nonoptimal, violating Step 2 of the algorithm. If
this shadow has a second exit point, say pointp, then passing
throughp implies that the pathq − p − o is shorter than the
straight line(q, o), a contradiction. �
LEMMA 2. Giventwo obstacles and goalo ∈ R2 − C, sat-
isfying Assumptions 1-5, whereR2 − C is a connected free-
space, Algorithm 1 avoids both obstacles in a finite number
of steps from any pointx ∈ R2 − C.

Proof. Given two obstacles,OB1, OB2 (see Fig. 7), letS1 ⊂
SOB1/o be the primary shadow ofOB1. Also, assume, without
loss of generality,

Fig. 7. Avoiding two obstacles.
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(a)OB1 is avoided first, starting fromx ∈ S1;
(b) the shortest path passes through the left exit point,q1 ∈

∂OB1;
(c) (q1, o) intersectsOB2 at z ∈ ∂U2 (the upper boundary

of OB2);
(d) (q1, z) ∩ OB2 = 0.

For Algorithm 1 to enter an infinite loop, it is necessary
that the exit pointq2 of the shadow containingq1 (the exit
point of the first obstacle) be in a previously visited shadow,
or q2 ∈ S1 ⊂ SOB1/o. Forq2 to be inS1, it is necessary that
OB2 penetratesS1 through one of its extreme rays, without
intersectingOB1. Treating the plane as a topological space
with two holes (OB1 ando), there are only six homotopically
different closed curves betweenz ∈ (q1, o) andq2 (= 2 × 3:
2 aroundOB1 (+, −) and 3 aroundo (+, −, 0)3, all shown
in Figure 8. Casesa andd violate Assumption 5; in cases
b ande, q2 is not an exit point of the shadow containingq1,
since it does not belong to the tangent ray of thesecondary
shadow containingq1; and in casesc andf , q2 is not an exit
point of the shadow containingq1, in addition to violating
Assumption 5 and the assumption thatz is the first colliding
point of the lineq1 − o with OB2.

This proves that under the stated assumptions,no exit
point of the shadow containingq1 can be in an already ex-
ited shadow ofOB1. From Proposition 1, it follows that the
shortest path cannot pass twice through the same exit point,
which in turn implies that both obstacles are avoided in a finite
number of steps. �

In proving Lemma 2, we considered a primary shadow
for OB1. However, the same arguments hold for secondary
shadows, and even more so, since penetrating a secondary
shadow requires crossing only one tangent boundary byOB2
instead of the two for the primary shadow. The exact shape
of OB1 is also unimportant since all we need is the two exit
points and their tangents througho. We also assumed that
OB1 is avoided through its left exit point. Exiting through the
right makes no difference, except to mirror the cases treated
here.

Note that this proof applies only to re-entering thesame
shadow ofOB1. It does not preclude entering another shadow
of OB1 after avoidingOB2, which implies a different exit
point. Exiting from different exit points does not create a
loop.

We now extend Lemma 2 to three obstacles:

LEMMA 3. Giventhreeobstacles and goalo ∈ R2 − C, sat-
isfying Assumptions 1-5, Algorithm 1 avoids these obstacles
in a finite number of steps from any pointx ∈ R2 − C.

Proof. DenoteS1 ⊂ SOB1/o, S2 ⊂ SOB2/o, S3 ⊂ SOB3/o as
the shadows visited by the shortest path shown in Figure 9.
By Lemma 2,q3 6∈ S2. It remains to prove thatq3 6∈ S1.

3. “+,” “-,” and “0” denote CCW, CW, and no circle around a hole,
respectively.

Assume, without loss of generality,
(a) the order of avoidance is firstOB1, starting fromx ∈ S1,

thenOB2, and finallyOB3;
(b) the shortest path passes through the exit point,q1 ∈

∂OB1, q2 ∈ ∂OB2, q3 ∈ ∂OB3;
(c) (q1, q2)∩OB3 = ∅ (the shortest path fromOB1 to OB2

does not intersectOB3);
(d) (q2, o) intersectsOB3 at z ∈ ∂U3 (the upper boundary

of OB3).

Assumeq3 ∈ S1. Excluding the closed curves betweenz ∈
S3 andq3 ∈ S1 that circleo (since they violate Assumption
5), there are a total of only 22 = 4 homotopically different
curves, all shown in Figure 10. Casesb, d are similar to cases
b, e of the proof of Lemma 2, and are hence ruled out using
similar arguments. In casec, q3 is not an exit point of the
shadow containingq2 andz. In casea, q3 is a legitimate exit
point of the shadow containingz, but it violates assumption
(a) above thatOB3 is avoided third. �

The following theorem extends Lemma 3 to an arbitrary
number of obstacles.

THEOREM1. The paths generated by Algorithm 1 are guar-
anteed to terminate at the goal for all initial pointsx ∈ R2−C,
under Assumptions 1-6.

Proof. By Lemma 3, Theorem 1 holds for the case of three
obstacles. We now prove it forn obstacles, by induction.

Assume that Theorem 1 holds forn − 1 obstacles, orqn 6∈
Si, i = 2, n− 1. It remains to prove thatqn 6∈ S1, i.e., that no
exit point ofOBn can be in an already exited shadow ofOB1.

DenoteSi ⊂ SOBi /o, i = 1, n as the shadows visited by
the shortest path, and assume, without loss of generality,

(a) the obstacles are avoided in the order of their index,
i.e., firstOB1, thenOB2, and finallyOBn;

(b) the shortest path passes through the exit points,qi ∈
∂OBi , i = 1, n;

(c) (qk−1, qk) ∩ OBn = ∅, k = 2, n − 1 (early segments
of the shortest path do not intersectOBn);

(d) (qn−1, o) intersectsOBn atz ∈ ∂Un (the upper bound-
ary ofOBn).

Assumeqn ∈ S1. Similar to the proof of Lemma 3, there
are only 22 = 4 new homotopically different closed curves
introduced by addingOBn, that do not encircleo, all shown
in Figure 11. The other closed curves betweenz ∈ Sn and
qn ∈ S1 either circleo, thus violating Assumption 5, or they
pass between previously avoided obstacles, thus violating the
assumed order of avoidance (assumption (a)) and assump-
tion c.

Casesb, d are similar to casesb, e of Lemma 3 and are
hence ruled out using similar arguments. In casec, qn is not
an exit point of the shadow containingqn−1 andz, and case
a violates assumptions (a) and (c) thatOBn is avoided last.
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Fig. 8. Proof of Lemma 2.

Fig. 9. Avoiding three obstacles.

We thus proved thatqn 6∈ Si, i = 1, n − 1, under the as-
sumption thatqn 6∈ Si, i = 2, n − 1. Demonstrating this
result forn = 3 extends it, by induction, to an arbitraryn.
That no shadow can be visited twice for any number of ob-
stacles implies that Algorithm 1 cannot enter an infinite loop.
Convergence follows from Assumption 4 that the number of
obstacles is finite. �

In proving Theorem 1, we did not assume any specific
criterion for selecting thecurrentobstacle. It therefore holds
for any selection criterion, as long as each obstacle is avoided
optimally, or until reaching an exit point, which, as proven, is
visited at most once.

3.3. Modifications of the Basic Algorithm: Relaxing
Assumption 6

The basic algorithm does not handle cases that violate As-
sumption 6, as shown in Figure 12, whereOB3 intersects the
shortest path that avoidsOB2. This situation can be easily
handled by slightly modifying Algorithm 1 to either switch
to the colliding obstacle as thecurrentobstacle or recursively
apply the basic algorithm to intermediate goals defined along
the original path.
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Fig. 10.OB3 penetratingS1.

3.3.1. Switch to the Colliding Obstacle

Switching toOB3 as the current obstacle when a potential
collision is detected, and then applying the basic algorithm to
its exit pointc, takes care of the problem. The switch toOB3
may be as early as at pointa, the exit point ofOB1 (on left of
Fig. 12), or as late as at pointb, the colliding point withOB3
(on right of Fig. 12). The exact switching point may depend
on the amount of known information about the obstacles, or
the range of the on-board sensors.

Once detected, the obstacle is avoided optimally until
reaching an exit point. By Theorem 1, the path cannot re-
turn to the same exit point, and hence would not enter an
infinite loop. This assumes that the geometry of the obstacle
is known. The treatment of unknown obstacles is discussed
later in Section 5.

3.3.2. Intermediate Goals

The other modification uses the basic algorithm to reach an
intermediate goal, defined along the original path avoiding

OB2, as shown in Figure 13. The intermediate goal is point
d on OB2. If the new path intersects another obstacle, this
process is then repeated recursively until an obstacle-free path
is found. Convergence of this modification is ensured by
virtue of Assumptions 3 and 4 and Theorem 1. Assumptions
3 and 4 imply that the number of potential intermediate goals is
finite since the obstacles are finite and not overlapping. This,
in turn, implies that there exists at least one nonintersecting
tangent between every obstacle and one other obstacle. An
intermediate goal on this neighboring obstacle is therefore
reachable by a basic path (generated by the basic algorithm).
Theorem 1 implies that no intermediate goal is visited more
than once, which guarantees convergence.

4. General Environments: Relaxing
Assumption 5

Obstacles that violate Assumption 5 may in rare cases cause
Algorithm 1 to enter an infinite loop, as shown in Figure 14.
Here, the obstacles were shaped so that the shortest path from
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Fig. 11.OBn penetratingS1.

Fig. 12. Modifications of the basic algorithm.
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Fig. 13. Defining intermediate goals.



490 THE INTERNATIONAL JOURNAL OF ROBOTICS RESEARCH / May 2000

Fig. 14. Avoiding loops.

the right exit point of each obstacle passes through the right
exit point of the next obstacle, resulting in a (clockwise) loop.
To break the loop, we modify Algorithm 1 as follows, as-
suming known obstacles, Assumptions 1-4, and the ability to
recognize a previously visited point.

To detect a loop, we store the exit points visited along the
path in a queue and compare each new exit point to those
already in the queue. When the path returns to an already
visited exit point, the points down the queue to the first occur-
rence of that point form a closed loop around the goal, as is
discussed later in Section 4.2. The direction of this loop (CW
or CCW) is determined by calculating the net angle gain of
a ray from the goal, passing through all the exit points in the
loop in the order they were deposited in the queue. Determin-
ing the direction of the loop allows us to break the loop by
avoiding all subsequent obstacles through the exit point oppo-
site to the exit point associated with that loop. For example,
a CW loop is associated with the right exit point. A CW loop
is therefore broken by switching to the left exit points of all
subsequent obstacles. For the case shown in Figure 14a, a
loop was detected when the path returned to pointq. Since
this was a CW loop, it is broken (in this case, in one step)
by avoiding the next obstacle through theleft exit point, as
shown in Figure 14b.

Switching to the opposite exit point ensures that the sub-
sequent path isinterior to the original loop, as discussed later
in Section 4.2. The algorithm may enter another loop (oppo-
site in direction to the original loop), in which case the exit
point is reversed again. This strategy ensures that each loop is
interior to the previous loop. The number of such loops may
not exceed the number of obstacles since each loop encircles
a subset of the obstacles encircled by the previous loop.

4.1. The Algorithm

In this algorithm, we store the exit points,p, in an ordered
list, Q, with elementsQi = p. In this algorithm, “topopQ

to elementj ” means to remove all elementsQi, i > j and to

set the currentx to the values inQj . The variabledirection
stores the direction of the detected loop.

Algorithm 2: Avoiding loops
Initialize: x = x0, i = 0, direction = 0.
Step 1:

SearchQ for x.
If none: (add the current point toQ):

Seti = i + 1 (index for points inQ),
Qi = x.

Else: (detected a loop)
Pop the list toQj = x, j < i (find the element that
contains the current pointx).
Determine the direction of the loop (using the
pointsQj to Qi).
Assigndirection= CW, or CCW.

Step 2:
Select thecurrentobstacle,OBm, from x to o.
If none (m = 0), go to Step 4.

Step 3: (Avoid OBm)
If direction= 0, compute the shortest path that avoids
OBm to o.
Else, compute the shortest path that avoidsOBm to o

through theright exit point if direction = CCW, or the
left exit point if direction = CW.
If none, Stop, and declare “Target unreachable.”
ClearOBm (reach the exit pointqm).
Setx = qm,
Go to step 1.

Step 4: Move along(x, o) to o.
STOP.�

Note that in the case of a loop, the shortest path in Step 3
is the shortest under the condition that it passes through a
specified exit point. This potential increase in the path length
is the price paid to ensure convergence. Also note that, similar
to Algorithm 1, the goal is “unreachable” if Assumptions 1
or 3 are violated. This should be easy to determine since we
assume here known obstacles.

4.2. Convergence of Algorithm 2
To prove convergence of Algorithm 2, we first prove that any
closed loop must encircle the goal, and then prove that such
a loop is broken by reversing the direction of avoidance.

LEMMA 4. A loop created by Algorithm 2 must encircle the
goal.

Proof. Theorem 1 precludes loops that do not encircle the
goal under Assumption 5. Theorem 1 applies also to general
obstacles as long as their boundary segments in the loop do
not encircle the goal. It follows that any closed loop produced
by Algorithm 2 must encircle the goal. �

We now show that any loop around the goal is broken by
reversing the direction of avoidance. We need the following
propositions.
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PROPOSITION2. The shortest path avoiding a given obstacle
includes a portion of its upper boundary.

Proof. This follows from Proposition 1 and Definition 6. The
obstacle is avoided if the straight line from the current point
to the goal intersects the obstacle at its upper boundary. If
the exit point is not visible from the current point, then the
path must follow some section of the upper boundary to reach
it. If the exit point is visible from the current point, then the
followed segment of the upper boundary reduces to a point.
�

PROPOSITION3. The angle from the rayz/o, z ∈ ∂U , to the
ray qr/o (the ray passing through the right exit point,qr ) is
always negative (CCW being positive), and the angle from
z/o to ql/o (the left exit point,ql) is always positive.

Proof. This follows fromz/o being interior to the cone∂U/o,
andqr , ql being extreme points of∂U . �

Referring to Figure 14, we make the following observation:

OBSERVATION 1. Avoiding obstacles through the right (left)
exit point encircles the goal CW (CCW).

PROPOSITION4. A closed loop around the goal, with no re-
versals (of exit points), containsall the obstacles it avoids.

Proof. Assume a CW loop, which is a nonreversing loop
(all obstacles are avoided through the same–right–exit point),
and consider two obstacles,OB1 andOB2, both part of the
loop, as shown in Figure 15. By Observation 1, this loop
passes through the right exit point of both obstacles. IfOB1
is avoided first andOB2 is avoided second, then the right exit
point,q1, of OB1 must be in the shadow ofOB2, and the upper
boundary ofOB2 must cross the extreme ray containingq1 at
some pointz closer to the goal, or(z, o) < (q1, o). Since
by Assumption 3 the obstacles do not cross each other, it
follows that the upper boundary ofOB2 is interior to the upper
boundary ofOB1 between the extreme rays ofOB1. Since the
upper boundary ofOB2 left of q1 is interior (closer to the goal)
to the upper boundary ofOB1, and the upper boundary ofOB2
right of q1 forms a segment of the loop, it follows thatOB2
is contained by the CW loop. Extending these arguments to
the rest of the obstacles implies that all obstacles avoided by
a nonreversing loop are contained in that loop. �

Note that the arguments used in the proof of Proposition
4 apply only to primary shadows since they require that the
obstacle penetrates one extreme ray and exits through the op-
posite exit point. A secondary shadow has only one extreme
ray (and one exit point on that ray), and thus cannot be part
of a nonreversing loop.

The next corollary follows from Proposition 4:

COROLLARY 1. The left (right) exit point of every obstacle
is internal to a CW (CCW) loop.

Fig. 15. Proof of Proposition 4.

THEOREM 2. Algorithm 2 converges to the goal in finite
time.

Proof. To prove convergence of Algorithm 2, we need to show
that it does not enter an infinite loop. If no loop is detected,
then convergence follows from Assumption 4 that the number
of obstacles is finite.

Consider, without loss of generality, a CW loop, detected
in Step 1 after only one turn. Step 3 of Algorithm 2 then
switches to the left exit point. If the loop is nonreversing (all
obstacles are avoided through the right exit points), switching
to the left exit point would bring the path inside the loop,
since by Corollary 1 the left exit point is internal to a CW
loop. Avoiding all subsequent obstacles through their left
exit points would ensure that all new exit points are internal
to the loop. In the worst case, Algorithm 2 runs into another
loop after avoiding the first loop. The new loop must be CCW
and nonreversing (since all obstacles are now avoided through
their left exit points). This loop is ensured to be internal to the
original loop since the exit points it passes through and the
segments of the upper boundaries are internal to the original
loop. The exit points of the new loop are separated from the
original loop by some minimum distance that is the sum of
the minimum thickness and the minimum spacing between
the obstacles. The CCW loop is broken by switching to the
right exit point, which may result in a third loop (CW) that
is internal to the second loop. The number of subsequent
loops is bounded by the number of remaining obstacles to be
avoided, which is decreasing with each loop.

If the original loop is CW but it switches between right and
left exit points, then switching to the left exit point may result
in a path that partly coincides with the original loop. If this
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results in a CCW loop, then it must be nonreversing, since it
avoids all obstacles through their left exit points. The CCW
loop is then broken as discussed earlier. �

Note that the selection of a specific exit point after a loop
has been detected may not yield the shortest path for each
avoided obstacle. This potential increase in path length is
necessary to ensure convergence. It is used only after a loop
has been detected and may not be needed for most practical
environments.

5. Computational Efficiency

We assess the efficiency of the proposed approach for known
environments in the context of off-line planning. For simplic-
ity, we consider convex polygonal obstacles.

The computational burden of this approach consists of
checking collision and evaluating the shortest path avoiding
individual obstacles. Checking collision involves computing
intersections between one line and all the edges of the obsta-
cle. Computing the shortest path for an individual obstacle
involves generating two tangents from the current point and
two from the goal to the obstacle, and evaluating the distance
of both paths. Both computations (collision and shortest path)
are computationally simple, except that they are repeated at
every exit point.

At each exit point, collision is tested with the remaining ob-
stacles (excluding the already avoided obstacles). The num-
ber of these obstacles decreases linearly. In total, there are

kn − k
2

2
such tests, wheren is the number of obstacles and

k is the number of visited exit points (number of avoided
obstacles).

The number of shortest path evaluations at each exit point
depends on the selection criterion. The nearest obstacle cri-
terion requires only one evaluation at each step. The determi-
nation of the nearest obstacle, however, requires the calcula-
tion of the distance between the current point to all remaining

obstacles, which is repeated in totalkn− k
2

2
times. The maxi-

mum cost criterion requires no calculation of distance, but the
computation of the shortest path to all remaining obstacles.

In total, there arekn − k
2

2
such evaluations. Obviously, the

maximum cost is computationally more expensive than the
nearest criterion. It can serve as a fair comparison to other
methods.

This approach thus requireskn − k
2

2
collision tests and

kn − k
2

2
shortest path evaluations. It is therefore of complex-

ity O(nk). The maximum number of visited exit points,k, is
n, raising the complexity toO(n2). The existence of loops
multiplies this number by two since each loop, which is vis-
ited only once, results in avoiding some obstacles within the
loop at most twice. While this is the worst complexity, it is
an unrealistic measure since, generally, not all obstacles are
visited during the motion.

Our experience with convex obstacles (Sundar and Shiller
1997) shows that only a small fraction of the obstacles were
visited, roughly the number of obstacles along the straight line
to the goal from the initial point. The examples presented in
this paper later in Section 7, with concave obstacles, also
involve a relatively small number of obstacles (less than 5 out
of 18 for the maximum cost criterion). So while the worst
complexity is polynomial in the number of obstacles, we can
claim linearaveragecomplexity.

In comparison, the tangent graph approach, which is cur-
rently the most efficient, is ofO(n2) complexity (Liu and
Arimoto 1992). However, this complexity is fixed, since the
size of the graph depends on the number of obstacles, and
not on the shortest path. We should recognize, however, that
the tangent graph generates the shortest path, whereas we can
only approximate it at an unknown accuracy.

The shortest path and collision evaluations are suitable for
parallel computation since they are calculated independently
for many obstacles at each exit point. Thus, usingn proces-
sors, each computing the shortest path for one obstacle, can
reduce the worst computation time to be linear in the number
of obstacles, and the average computation time to be linear in
the number of actually avoided obstacles.

6. Unknown Environments

The preceding algorithms are applicable to unknown envi-
ronments, provided that exit points can be recognized by the
online sensors. Once exit points are properly determined, the
avoidance strategy of known obstacles applies, retaining the
same convergence properties, except that the unknown obsta-
cles are avoided nonoptimally.

6.1. Convex Obstacles

To determine exit points online, first consider the convex
obstacle shown in Figure 16. A collision occurs when the
straight line to the goal from the current position intersects
the upper boundary of some obstacle at some pointz. An
exit point can be reached by following the boundary of the
obstacle in either direction (CW or CCW), until the straight
line to the goal is no longer obstructed by the obstacle. For
smooth convex obstacles, an exit point is detected when the
tangent (direction of motion) points at the goal. The avoidance
strategy for convex obstacles is therefore quite simple, resem-
bling typical “bug” algorithms. The following algorithm is a
modification of Algorithm 1, assuming convex obstacles and
Assumptions 1-5:
Algorithm 3: Avoiding unknown convex obstacles

Step 1: Move along the straight line to the goal.
If the goal is reached, Stop.
Else, an obstacle was detected.

Step 2: Choose (arbitrarily) a direction of avoidance (CW
or CCW).
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Fig. 16. Avoiding an unknown convex obstacle.

Follow ∂OBuntil reaching an exit point.
Go to Step 1.�

Convergence of Algorithm 3 follows from convergence of
Algorithm 1, since convergence of the latter was based on
avoiding obstacles via exit points, regardless of the order in
which the obstacles are avoided. Failure to reach the goal
may not occur under the stated assumptions. Violating these
assumptions may result in failure to reach an exit point in
Step 2.

6.2. Concave Obstacles
For concave obstacles, we recall Proposition 3, stating that
a CW turn around the obstacle from the colliding pointz ∈
∂U ⊂ ∂OB reaches the right exit point, whereas a CCW turn
reaches the left exit point. Therefore, a CW turn around an
obstacle should result in a negative angle gain between the
direction at the original colliding point and the exit point, and
similarly, a CCW turn should result in a positive angle gain.

This applies to any obstacle (convex or concave, encircling
the goal or not) since any ray passing through any point on the
boundary is internal to the cone defined by the rays passing
through the two exit points.

An exit point is, therefore, detected locally when it satisfies
the following conditions:

(a) the straight line to the goal is not obstructed by the
obstacle,

(b) the direction of motion points toward the goal,
(c) the angle gain from the colliding point is negative for

a CW turn and positive for a CCW turn.
Having established a simple procedure to determine the

proper exit point for a given avoidance direction, we can use
Algorithm 3 for concave obstacles as well, under Assump-
tion 5.

Note, however, that not every point that locally satisfies
conditions (a) to (c) is atrueexit point, as shown in Figure 17.

Fig. 17. Avoiding an unknown concave obstacle.

Here, pointa appears locally as an exit point during a CW turn,
but it is not, since its tangent to the goal intersects the obstacle.
We call it afalseexit point.

If the sensory information is strictly local, then each lobe
of the concave obstacle can be treated as a separate obstacle,
and each point that appears as an exit point can be treated
as a true exit point. The avoidance strategy then follows the
obstacle boundary and the straight line segments to the goal
from each apparent exit point, as shown in Figure 17.

Switching the direction of avoidance before reaching a true
exit point may cause Algorithm 3 to enter an infinite loop,
even if the obstacle does not encircle the goal, as shown in
Figure 18. Here, after exiting a false exit point,a, the robot
switches to a CCW turn, which brings it all the way to pointb.
At b, it switches to a CW turn, which brings it back to point
a. Reaching a true exit point (c or d) breaks the loop.

Similar to the approach used in Algorithm 2, infinite loops
are prevented by switching the direction of avoidance from a
revisited (true or false) exit point. In Figure 18, this would
occur at pointa, after completing one loop (that includes point
b). Froma, a CW turn should be attempted, which would
reach pointc and thus leave the obstacle.

The avoidance of general unknown concave obstacles sat-
isfying Assumptions 1-4 follows Algorithm 2, with minor
modifications that do not warrant a repeat of the algorithm.
The modifications involve Steps 2 and 3. The selection of
the current obstacle for known obstacles is done after exit-
ing the previous obstacle, using any local or global criterion.



494 THE INTERNATIONAL JOURNAL OF ROBOTICS RESEARCH / May 2000

Fig. 18. A loop created by switching directions at false exit
points.

For unknown obstacles, the current obstacle is selected as the
first obstacle obstructing the straight line to the goal. Step
3 in Algorithm 2 avoids the current obstacle optimally until
reaching the right or left exit points. In unknown environ-
ments, the current obstacle is avoided by following its bound-
ary until reaching an exit point (false or true). The direction
of avoidance (CW or CCW) is arbitrary,4 unless a loop has
been detected. Loops are broken by reversing the direction of
avoidance, as in Step 3 of Algorithm 2. Failure to reach the
goal is now detected when the same exit point is visited twice
(after reversal of direction), or when the algorithm returns to
the hitting point on the obstacle boundary without reaching an
exit point. Both situations result from violating Assumptions
2 and 3.

Convergence of this procedure, under Assumptions 1-4,
follows from convergence of Algorithm 2, with the exception
that loops not around the goal (such as the loop shown in
Fig. 18) are possible. However, such loops are caused by
reversing the direction of avoidancebeforereaching a true exit
point. They can be avoided simply by keeping the direction of
avoidance fixed until entering a loop, and then reversing the
direction of avoidance until encountering the next loop. This
will ensure that each obstacle is avoided until reaching a true
exit point, which by Lemma 4 precludes loops not around the
goal.

4. An arbitrary direction can be resolved using any local criterion, such as
selecting the direction in which the slope points toward the goal.

6.3. Spirals

Spirals deserve a special consideration as they seem to present
a challenge for any avoidance strategy. First, the exit point
of a spiral that encircles the goal does not satisfy Definition
6 since all rays passing througho and∂OB intersect the cone
SOB/o (2), and hence no ray satisfies the definition of an ex-
treme ray (Definition 5). This is more of a semantic than
an actual problem, since the definition of exit points is not
unique. Instead of redefining exit points, we note that the two
extreme pointsa andb of the spiral on the left of Figure 19
are equivalent to the exit points of the primary shadow of the
spiral on the right, which does not encircle the goal. We may
treat both as exit points, even though onlyb is a true exit
point (for spirals with one turn or more), since all shortest
paths starting outside the spiral must pass through that point.

Figure 19 demonstrates the avoidance of two spirals using
the proposed approach, assuming unknown geometry. In both
cases, we make the worst choices of the avoidance direction
at each colliding point.

On the right, a spiral that does not encircle the goal is
avoided by first attempting a CW turn to pointc, which is a
false exit point. Colliding again with the obstacle, the robot
attempts a CCW turn tod, another false exit point. Ate, a
CCW turn brings it toa, a true exit point, then terminating
at the goal, as shown. A CW turn would exit the obstacle at
b, also terminating at the goal. Note that returning tod after
completing the loop throughe does not qualify as a revisit of
an exit point since on the way back tod, the robot points away
from the goal, thus not satisfying condition (b) (see Section
5.2).

The spiral on the left of Figure 19, which encircles the goal,
is avoided by first attempting a CW turn toa, and continuing
CW from the colliding pointd. This causes it to revisit the
(false) exit pointa, in which case a CCW turn is attempted to
the exit pointb, terminating at the goal.

7. Examples

The following examples demonstrate this approach for gen-
eral planar polygonal obstacles. Using the setup shown in
Figure 20, with 18 concave obstacles, and assuming a known
environment, several paths were computed from different ini-
tial points to the same goal. Computation time for each path
was only a fraction of a second on a Silicon Graphics Indy
workstation.

Starting from various initial points, and using themaximum
cost obstaclecriterion, Algorithm 2, modified to account for
intermediate goals, produced the paths shown in Figures 20
through 23 by the solid line. All paths seem very close to the
optimal path.

The dotted lines in Figures 20 through 23 represent paths
computed with thenearest obstaclecriterion. This is simi-
lar to the selection criterion dictated by an on-board sensor,
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Fig. 19. Avoiding spirals.

Fig. 20. Near-optimal paths.

Fig. 21. Near-optimal paths.

Fig. 22. Near-optimal paths.
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Fig. 23. Near-optimal paths.

Fig. 24. Near-optimal paths.

except that once the obstacle was selected, its geometry was
assumed known. These paths are much longer than the path
generated by the maximum cost criterion since they penetrate
deep into the convex hull of the largest obstacle.

Figure 24 shows the paths generated by cutting a pass
through the largest obstacle. Here, the difference between
the paths generated by either criterion is relatively small; the
maximum cost paths are generally shorter.

8. Conclusions

An online planner for generating near-shortest paths among
general planar obstacles was presented. It generates the path
incrementally by avoiding obstacles optimally one at a time.
The main feature of this approach is that it is simple; it pro-
duces near-shortest paths; and it is globally convergent. The
avoidance strategy does not specify the order in which obsta-
cles must be avoided. The obstacles can be selected using
a global criterion, such as selecting the most expensive (the
maximum cost) obstacle to be avoided first, or using a local
criterion by selecting the nearest obstacle in the direction of
the goal. The former was shown to result in close to optimal
paths. The latter is useful for unknown environments when
using short range sensors.

Although the main focus of this paper has been online
planning, the proposed approach presents an efficient alter-
native to off-line planning of near-shortest paths, by reducing
computational complexity from polynomial (Liu and Arimoto
1992) to linear (on average) in the number of obstacles.

The proposed avoidance strategy was implemented for
general planar polygonal obstacles on a Silicon Graphics Indy
workstation. Avoidance of 18 concave obstacles took only a
fraction of a second. The paths produced by the global crite-
rion appear to be close, if not identical, to the shortest paths
in all cases. The global criterion is extendable to other cost
functions (Sundar and Shiller 1995), which are beyond the
capabilities of all other existing online planners.
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